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Your Help Needed


I’d love to hear from you about what’s useful and what would be more useful. What works, what doesn’t work, what you learned, or what you wish you had learned. What was clarifying and what was confusing.


Please either comment on this book’s announcement post or send me an email to leeg@labrary.online. Your feedback will help to improve the book for you and for your fellow readers, thank you for helping us all.


As somebody who has already paid for this book, you will always get free access to updates from Leanpub and notification when those updates are published.








Introduction



  What is object oriented programming? My guess is that object oriented programming will be in the 1980’s what structured programming was in the 1970’s. Everyone will be in favor of it. Every manufacturer will promote his products as supporting it. Every manager will pay lip service to it. Every programmer will practise it (differently). And no one will know just what it is.





  Tim Rentsch, Object oriented programming




Object-Oriented Programming has its beginnings in the simulation-focussed features of the Simula programming language, but was famously developed and evangelised by the Smalltalk team at Xerox’s Palo Alto Research Center. They designed a computing system intended to be personal, with a programming environment accessible to children who could learn about the world and about the computer simultaneously by modelling real-world problems on their computer. 


I recently researched the propagation and extension of Object-Oriented Programming from PARC to the wider software engineering community, which formed the background to my dissertation “We Need to (Small)Talk: object-oriented programming with graphical code browsers”. What I found confused me: how had this simple design language for children to construct computer programs become so complicated and troublesome that professional software engineers struggled to understand it before declaring it a failure and reaching for other paradigms?


A textbook on my shelf, “A Touch of Class” by Bertrand Meyer, claims to be “a revolutionary introductory programming textbook that makes learning programming fun and rewarding”. At 876 pages, it makes it a good workout too: not for the schoolchild, but for the “entering computer science student” at degree level.


Digging further showed that the field of Object Thinking, Object Technology, Object-Oriented Programming or whatever you would like to call it had been subject to two forces:



  	Additive complexity. Consultants, academics and architects keen to make their mark on the world had extended basic underlying ideas to provide their own, unique, marketable contributions. While potentially valuable in isolation, the aggregation of these additions (and they were, as we shall see, deliberately aggregated in some  cases) yields a rat’s nest of complexity.

  	Structured on-ramps. To make OOP appear easier and more accessible, people developed “object-oriented” extensions to existing  programming tools and processes. While this made it easy to access  the observable features of OOP, it made it ironically more difficult to access the mental shift needed to take full advantage  of what is fundamentally a thought process and problem-solving technique. By fitting the object model into existing systems, technologists doomed it to stay within existing mindsets.




I started giving conference talks based on the concept that this object-oriented stuff was a few simple ideas hiding behind layers of cruft and complexity, and found that these were well-received. Each presented a specific aspect of the overall story: this book is an attempt to bring the whole narrative together.


Organisation of this book


There are three parts to this story. The first, and necessarily the longest, antithesis: a deconstruction of the state of OOP as it exists today. To get to the kernel of a good idea, you have to crack a few nuts. Part one is the agitation that necessarily precedes revolution.


The second part, thesis: a reconstruction of OOP using only the parts that were left over after the antithesis. Part two is the manifesto: once we’ve seen that the last few decades of status quo haven’t been working for us, we can evaluate something that will.


The third, synthesis: a discussion of the ideas from OOP that aren’t being provided by today’s object systems, and the ideas and problems that OOP doesn’t yet address at all. These are the next steps to take to pursue the ideas behind object thinking. Part three is the call to action.


This is not a pure takedown, a suggestion that we have been monotonically doing it wrong for three decades: the antithesis part of this book questions, rejects and destroys a lot of built aspects of OOP, but by no means all of them. And by no means purely the later ones, either: the message is not that Smalltalk was created in some computational garden of Eden and that Sun tasted of the forbidden fruit which doomed us all to Java. Belief in a primaeval wisdom (urwissenheit) leads to an uncritical “tradition for tradition’s sake” in the same way that belief in primaeval stupidity (urdummheit) leads to an uncritical “novelty for novelty’s sake”.


Rather this is an attempt to find a consistent philosophy, a way of thinking about software, and to find the threads in the narrative and dialectic history of the making of software that are supportive and unsupportive of that way of thinking. Because OOP is supposed to be a paradigm, a pattern of thought, and if we want to adopt that paradigm then we have to see how different tools or techniques support, damage, or modify our thoughts.


About the example code


I’ve consciously chosen to use “mainstream”, popular programming languages wherever possible in this book. I have not stuck to any one language, but have used things that most experienced programmers should be able to understand at a glance: Ruby, Python, and JavaScript will be common. Where I’ve used other languages it’s to express a particular historical context (Smalltalk, Erlang and Eiffel will be prevalent here) or to show ideas from certain communities (Haskell or Lisp).


One of the points of this book is that as a cognitive tool, OOP is not specific to any programming language and indeed many of the languages that are billed as OO languages make it (or at least large parts of it) harder. Picking any one language for the sample code would then mean only presenting a subset of object-oriented programming.


Acknowledgements


This book is the result of a long-running research activity, and I hope that any work I have built upon is appropriately cited. Nonetheless, the ideas here are not mine alone (that distinction is reserved for the mistakes), and many conversations online, at conferences, and with colleagues have shaped the way I think about objects. In alphabetical order I would like to pay particular thanks to Steven Baker, Kent Beck, Alan Francis and Daniel Steinberg.








Part One: Antithesis



Telling an Object What To Do



  The big idea is “messaging” - that is what the kernal [sic] of Smalltalk/Squeak is all about (and it’s something that was never quite completed in our Xerox PARC phase). The Japanese have a small word - ma - for “that which is in between” - perhaps the nearest English equivalent is “interstitial”. The key in making great and growable systems is much more to design how its modules communicate rather than what their internal properties and behaviors should be.





  Alan Kay, squeak-dev mailing list




A huge amount of complexity is wrapped up in that most common of operations: invoking an object’s method. In many programming languages - C++, Java, Python, and more - this takes the form anObject.methodName() which means “there will be a method on the class that anObject is an instance of, or some antecedent class, where the method is called methodName, please find it and run it, with the self or this value aliased to anObject”. So, for example, in Java we would expect to find a (non-abstract) public void methodName() { /* ... */ } somewhere in anObject’s class or a parent.


This guarantee introduces a lot of coupling between the caller and the object that holds the method:



  	The caller knows that the object is an instance of some class (there are so many issues bound up with inheritance that it gets its own chapter, later).

  	The caller knows that the object’s class, or some ancestor of it, provides a method with the given name.

  	The method will run to completion in this context then give control back to the caller (this is not particularly evident from the syntax in isolation, but nonetheless is assumed).




What would it mean to lift those assumptions? It would make the object a truly independent computer program, communicating at a distance over an agreed protocol based on message-passing. What that object does, how it does it, even what programming language it’s implemented in, are all private to the object. Does it collaborate with a class to find out how to respond to the message? Does that class have one parent or multiple parents? 


The idea behind message-passing is exactly that arms-length separation of concerns, but even programming languages that are based on the message-passing scheme usually treat it as a special case of “look up a method”, to be followed only if the usual method-resolution failed. These languages typically have a particular named method that will be run when the requested method wasn’t found. In Smalltalk, it’s called doesNotUnderstand:, while in Ruby it’s called method_missing(). Each one receives the selector (i.e. the unique name of the method the caller was hoping to invoke) to decide what to do with it. This gets us a higher level of decoupling: objects can send messages to one another without having to peek at the others’ implementations to discover whether they implement a method matching the message.


Why is that decoupling valuable? It is that which lets us build our objects as truly standalone programs, considering only what their contract is with the outside world and how their implementation supports that contract. By requiring, for example, that an object will only receive a message if it is an instance of a class which contains a Java function of the same name that can be pushed onto the call stack, even if via a Java interface (a list of methods that a Java class can provide), we adopt a lot of assumptions about the implementation of the message receiver, turning them into constraints that the programmer must deal with when building the sender. We do not have independent, decoupled programs collaborating over a message interface, but a rigid system with a limited amount of modularity. Understanding one object means pulling in information about other parts of the system.



  Side note: This is not merely an academic distinction, as it constrains the design of real systems. Consider an application to visualise some information about a company’s staff, which is located in a key-value store. If I need every object between the view and the store to know about all of the available methods, then I either duplicate my data schema everywhere in the app by defining methods like salary() or payrollNumber(), or I provide meaningless generic interfaces like getValue(String key) that remove the useful information that I’m working with representations of people in the company.





  Conversely, I could say to my Employee object “if you get a message you do not recognise, but it looks like a key in the key-value store, reply with the value you find for that key”. I could say to my view object “if you get a message you do not recognise, but the Employee gives you a value in response to it, prepare that value for display and use the selector name as the label for that value”. The behaviour - looking up arbitrary values in the key-value store - remains the same but the message network tells us more about why the application is doing what it does.




By providing lazy resolution paths like method_missing, systems like Ruby partially lift these assumptions and provide tools to enable greater decoupling and independence of objects in the network. To fully take advantage of this, we must change the language used and the way we think about these features.


A guide to OOP in Ruby will probably tell you that methods are looked up by name, but if that fails the class can optionally implement method_missing to supply custom behaviour. This is exactly backwards: saying that objects are bags of named methods until that stops working, when they gain some autonomy.


Flip this language: an object is responsible for deciding how it handles messages, and a particular convenience is that they automatically run methods that match a received selector without any extra processing. Now your object truly is an autonomous actor responding to messages, rather than a place to store particular named routines in a procedural program.


There are object systems that expose this way of thinking about objects, a good example being the CMU Mach system. Mach is an operating system kernel that supplies communication between threads (in the same or different tasks) using message passing. A sender need know nothing about the receiver other than its port (the place to put outgoing messages) and how to arrange a message to be put in the port. The receiver knows nothing about the sender, just that a message has appeared on its port and can be acted on. The two could be in the same task, or not even on the same computer. They do not even need to be written in the same language, they just need to know what the messages are and how to put them on a port.


In the world of service-oriented architecture, a microservice is an independent program that collaborates with peers over a loosely-coupled interface comprising of messages sent over some implementation-independent transport mechanism, often HTTPS or protocol buffers. This sounds a lot like OOP.


Microservice adopters are able to implement different services in different technologies, to think about changes to a given service only in terms of how they satisfy the message contract, and to independently replace individual services without disrupting the whole system. This, too, sounds a lot like OOP.



Designing an Object



  The object-oriented approach attempts to manage the complexity inherent in real-world problems by abstracting out knowledge, and encapsulating it within objects. Finding or creating these objects is a problem of structuring knowledge and activities.





  Rebecca Wirfs-Brock, Brian Wilkerson, and Lauren Wiener, Designing Object-Oriented Software




An early stated goal of OOP was to simplify the work of software systems design by reducing the big problem “design this large system to solve these problems” into the small problems “design these small systems” and “combine these small systems such that they solve these problems in concert”. Brad Cox, an object technologist who built the Objective-C language and co-founded a company to exploit it, wrote an article “What if there’s a Silver Bullet…And the Competition Gets It First?” in which he asserted that OOP represented a significant reduction in software complexity.



  In the broadest sense, ‘object-oriented’ refers to the war and not the weapons, the ends and not the means, an objective rather than technologies for achieving it. It means orienting on the objects rather than on processes for building them; wielding all the tools programmers can muster, from well-proven antiques like Cobol to as-yet missing ones like specification/testing languages, to enable software consumers, letting them reason about software products with the common-sense skills we all use to understand the tangible objects of everyday experience. It means relinquishing the traditional process-centered paradigm with the programmer-machine relationship at the center of the software universe in favor of a product-centered paradigm with the producer-consumer relationship at the center.




Nonetheless, many “object-oriented” design techniques still rely on considering the system as a whole, building the artisinal, bespoke objects from scratch that will comprise the system that satisfies this customer’s needs. In this sense, Cox’s vision has not come to pass: he hoped for the “software industrial revolution” in which standardised components (Software-ICs, analogous with Integrated Circuits in electronics design) could be specified based on their externally visible behaviour and composed into a system relevant to the task at hand. Rather, we still have a craft industry, but now the application-specific components we build every time are called “objects”.


This approach - designing a whole system as a single software product, but calling the bits “objects” - goes under the name of Object-Oriented Analysis and Design. Typically it is expressed as a way to decompose big problems according to the data used in solving the problem, so that OOP becomes an “alternative” to functional programming, in which the big problem is decomposed according to the operations used in its solution. An uncaptioned table in “Using Functions for Easier Programming” by Neil Savage from 2018 describes Object-Oriented:



  The central mode for abstraction is the data itself, thus the value of a term isn’t always predetermined by the input (stateful approach).




and Functional:



  The central mode for abstraction is the function, not the data structure, thus the value of a term is always predetermined by the input (stateless approach).




Never mind that “functional” languages like Haskell have mechanisms designed for handling state, or that plenty of problems we might want to solve in the world have both stateful and stateless aspects!


This idea of objects-as-data does have its roots in the OOP movement. In his textbook “A Touch of Class” from 2009, in Section 2.3 “What is an object?”, Bertrand Meyer uses the following definition:



  An object is a software machine allowing programs to access and modify a collection of data.




This is in exact opposition to the usual goals of “encapsulation” or “data hiding” that we have heard about, in which we try to forbid programs from accessing and modifying our data! In this view, we have the object as a “software machine”, which is good as it suggests some kind of independent, autonomous function, but unfortunately we get the idea that the purpose of this machine is to look after some slice of our data from the overall collection used throughout the program.


It is this mindset that leads to objects as “active structures”, like this typical example in C#:



1 class SomeClass
2 {
3   private int field;
4   public int Field => field;
5 }






This satisfies our requirement for encapsulation (the field is private), and our requirement that an object allow programs to access and modify a collection of data. What we have ended up with is no different from a plain old data structure:



1 struct SomeClass
2 {
3   int Field;
4 }






with the exception that the C# example requires a function call on each access of the field. There is no real encapsulation, objects with their own fields can make no guesses about the status of those fields, and a system including such objects can only be understood by considering the whole system. The hoped-for advantage that we could turn our big problem into a composition of small problems has been lost.


A contributor to this objects-as-data approach seems to have been the attempt to square object-oriented programming with “Software Engineering”, a field of interest launched in 1968 that aimed to bring product design and construction skills to computer scientists by having very clever computer scientists think about what product design and construction might be like and not ask anybody. Process-heavy and design artefact-heavy systems, approaches and “methodologies” (a word that used to mean “the study of method” until highfalutin software engineers took it to mean “method, but a longer word”) recommended deciding the objects, their methods and properties, the data involved, the presentation and storage of this data in excruciating detail all in the name of satisfying a “Use Case”, which is Software Engineering speak for “a thing somebody might want to do”. The inside cover of “Applying UML and Patterns” by Craig Larman (1997) has 22 detailed steps to follow before “Construction” when constructing a product.


Objects can be thought of as simulations of some part of the problem we’re trying to solve, and a great way to learn from a simulation is to interact with it. If our objects are just active structures that hold some data on behalf of a program, then we don’t get that benefit: we can’t interact with the simulation without building out all of the rest of the program. And indeed that is the goal behind a lot of the “engineering” processes that use objects: while they may pay lip service to iterative and incremental development, they still talk about building a system at once, with each object being a jigsaw puzzle piece that satisfactorily fits its given gap in the puzzle.


So let’s go back to Bertrand Meyer’s definition, and remove the problematic bit about letting a program access an object’s data:



  An object is a software machine




A machine is a useful analogy. It’s a device (so something that was built by people) that uses energy to produce some effect. Notice the absence of any statement about how the machine produces that effect, or how the machine consumes its materials, or how the machine’s output is supplied. We’ve got a thing that does a thing, but if we’re going to compose these things together to do other things we’re going to need to know how to do that composition. Adding a constraint takes us from “it’s a machine” to “it’s a machine that we can use like this”:



  An object is a software machine that can collaborate with other software machines by sending and receiving messages.




Now we’ve got things that do things and can be used together. We don’t constrain how complex a thing gets done by each machine (so booking a flight and representing a number are both things that we could build machines to do), just how we would combine them. This has parallels with Brad Cox’s Software ICs analogy, too. An “integrated circuit” could be anything from a NAND gate to an UltraSPARC T2, we can use any of them together of any size if we just know how to deal with their inputs and outputs: what voltage should appear on each pin and what that represents.


This analogy tells us that our software system is like a big machine that does something useful by composing, powering, and employing smaller component machines. It tells us to worry about whether the things coming out of one machine are useful as the inputs to another machine, but not to worry about what’s going on inside each machine except in the restricted context of maintenance on those machines. It tells us to consider at each point whether the machine we have is more useful than not having that machine, rather than tracking progress toward construction of some all-powerful supermachine. It even tells us that building an ‘assembly line’ in which input of a certain type is transformed into output of a certain type is a thing we might want to do, something which otherwise we might believe is solely the domain of the functional programmer.



Drawing an object



  I see a red door and I want to paint it black. No colours any more I want them to turn black.





  Rolling Stones, Paint it Black




If object-oriented programming is the activity of modelling a problem in software, then the kinds of diagrams (and verbal descriptions) that software teams use to convey the features and behaviour of these objects are metamodeling, the modeling of the models. The rules, for example the constraints implied when using CRC cards, are then metametamodels: the models that describe how the models of the models of the problems will work.


Unified Modeling Language


Plenty of such systems (I will avoid the word metametamodels from now on) have been used over time to describe object systems. The UML (Unified Modeling Language) is the result of combining three prior techniques: the three Elven Kings Grady Booch, Ivar Jacobson and James Rumbaugh bent their rings of power (respectively the Booch Method, Object-Oriented Software Engineering and the Object Modelling Technique, this latter mostly recognised today because the majority of diagrams in the famous Design Patterns book are drawn to its rules) to the One Rational Ring, wielded by Mike Devlin.



  As an aside, Rational started as a company making better Ada applications and tools for other Ada programmers to make better Ada applications, including the R1000 workstation optimised for running Ada programs and featuring an integrated development environment. The R1000 did not take off but the idea of an IDE did, and through a couple of iterations of their Rose product (as well as the UML and Rational Unified Process) made significant inroads into changing the way organisations planned, designed and built software.




The UML, and to differing extents its precursor modelling techniques, represent a completist approach to object modelling in which all aspects of the implementation can be represented diagrammatically. Indeed tools exist to “round-trip” convert UML into compatible languages like Java and back again into the UML representation.


The model you create that both encapsulates enough of the “business” aspects of the system to demonstrate that you have solved a problem and enough of the implementation aspects to generate the executable program is not really a model, it is the program source. In shooting for completeness, the UML family of modelling tools have missed “modelling” completely and simply introduced another implementation language.


If the goal of message-passing is to solve our large problem through the concerted operation of lots of small, independent computer programs loosely coupled by the communications protocol, then we should be able to look at each object through one of two lenses: internal and external. In fact the boundary itself deserves special consideration so there are three views:



  	The “external” lens: what messages can I send to this object, what do I need to arrange in order to send them, and what can I expect as a result?

  	The “internal” lens: what does this object do in response to its messages?

  	The “boundary” lens: does the behaviour of this object satisfy the external expectations?




The final two of these things are closely intertwingled, indeed some popular implementation disciplines such as Test-Driven Development lead you to implement the object internals only through the boundary lens, by saying “I need this to happen when this message is received” then arranging the object’s internals so that it does, indeed, happen.


The first is separated from the others, though. From the outside of an object I only need to know what I can ask it to do, if I also need to know how it does it or what goes on inside then I have not decomposed my big problem into independent, small problems.


UML class diagrams include all class features at all levels of visibility: public, package, protected, and private; simultaneously. Either they are showing a lot of redundant information (which is not to a diagram’s benefit) or they expect the modeler to take the completist approach and solve the whole big problem at once, using the word “objects” to get some of that 1980s high-technology feel to their solution. This is a downhill development from Booch’s earlier method, in which objects and classes were represented as fluffy cloud-shaped things, supporting the idea that there’s probably some dynamism and complexity inside there but that it’s not relevant right now.


Interestingly, as with Bertrand Meyer’s statement that “an object is a software machine allowing programs to access and modify a collection of data”, explored in the section on analysis and design, we can find the point at which Grady Booch overshot the world of modelling tools in a single sentence in Chapter One of his 1991 book Object-Oriented Design with Applications.



  Another aside: perhaps there is a general principle in which the left half of a sentence about making software is always more valuable than the right half. If so, then the Agile Manifesto is the most insightfully-designed document in our history.




The sentence runs thus:



  [Object-oriented design’s] underlying concept is that one should model software systems as collections of cooperating objects…




so far, so good.



  … treating individual objects as instances of a class …




I would suggest that this is not necessary, and that classes and particularly inheritance deserve their own section in this part of the book (see Finding a Method to Run).



  … within a hierarchy of classes.




And here we just diverge completely. By situating his objects within “a hierarchy of classes”, Booch is encouraging us to think about the whole system, relating objects taxonomically and defining shared features. This comes from a good intention - inheritance was long seen as the object-oriented way to achieve reuse - but promotes thinking about reuse over thinking about use.


Class-Responsibility-Collaborator


Just as the UML represents a snapshot in the development of a way of describing objects, so do CRC cards, introduced by Kent Beck and Ward Cunningham in 1989, and propagated by Rebecca Wirfs-Brock, Brian Wilkerson, and Lauren Wiener in their textbook “Designing Object-Oriented Software”.


The CRC card describes three aspects of an object, none of which is a cyclic redundancy check:



  	The Class name.

  	The Responsibilities of the object.

  	The Collaborators that this object will need to work with.




Not only does this school of design focus on the messaging aspect of objects (the responsibilities will be things I can ask it to do, the collaborators will be other objects it asks to do things), but it introduces a fun bit of anthropomorphism. You and I can each pick up a card and “play object”, having a conversation to solve a problem and letting that drive our understanding of what messages will be exchanged.


David West, in his 2004 book Object Thinking, presents the object cube which extends the CRC card into three dimensions by adding five more faces:



  	a textual description of instances of the class

  	a list of named contracts (these are supposed to indicate “the intent of the class creator as to who should be able to send particular messages”, and in his examples are all either “public” or “private”.

  	the “knowledge required” by an object and an indication of where it will get that knowledge

  	the message protocol: the list of messages the object will respond to

  	events generated by the objects.




Some bad news: you can’t make a cube out of 3x5 index cards; and you can’t buy 5x5 index cards. But that’s just an aside. Again, as with using the UML, we’ve got to record the internals and externals of our object in the same place, and now we need to use large shelves rather than index boxes to store them.


With both of these techniques, the evolution seems to have been one of additive complexity. Yes, you can draw out the network of objects and messages, oh and while you’re here you can also…


And rationally, each part of each of these metamodels seems to make sense. Of course at some point I need to think about the internals of this object. Of course at some point I need to consider its instance variables. Of course at some point I need to plan the events emitted by the object. Yes, but not at the same point, so they don’t need to be visible at the same time on the same model.


Jelly Donuts and Soccer Balls


Ironically there is a form of object diagram that makes this separation between the externals and internals clear, though I have only seen it in one place: the NeXT (and subsequently Apple) jelly donut model. This isn’t a tool that programmers use for designing objects, though: it’s an analogy used in some documentation.


It’s an analogy that some authors disagree with. In Object Thinking, David West says that the jelly donut model (which he calls the “soccer ball model” after Ken Auer) is the model of choice of the “traditional developer”, while “an object thinker” would represent an object anthropomorphically, using a person.


West may well argue that the jelly donut/soccer ball model represents traditional thinking because it reflects the Meyer-ish view that your system is designed by working out what data it needs and then carving that up between different objects. Ironically, Bertrand Meyer would probably also reject the soccer ball model, for an unrelated reason: Eiffel follows the Principle of Uniform Reference, in which an object field or a member function (method) are accessed using the same notation. To an Eiffel programmer, the idea that the data is “surrounded” by the methods is superfluous; the jelly donut indicates use of a broken language that allows the sweet sweet jelly to escape and make everything else sticky.



Opposing Functional Programming



  [An] important aspect of functional programming is that functions do not change the data with which they work […] Object-oriented imperative languages such as C, Java, or Python change their state as they run. 





  Neil Savage, Using Functions for Easier Programming




Many programmers define themselves through their tools, and therefore define themselves as against certain other tools. If you are a .Net programmer, then you do not use Java. If you are a native mobile programmer, then you do not use JavaScript. If you are a React programmer, then you do not use Angular. An affiliation with one tool automatically means a disaffiliation with others.


Such partisanship is a confirming example of Sayre’s Law: the arguments are so fierce because the stakes are so low. For people who supposedly work in a field of rationality and science, we’re really good at getting emotionally brittle when somebody wants to use a different library, language, text editor, or whitespace symbol than the one we have chosen.


This fierce disagreement over strongly-defended similarities extends to the programming paradigm, too. If you are an object-oriented programmer then your mortal enemy is the functional programmer, and vice versa.


Messages Are Just Requests


Not so fast! Recall the working definition of objects I have used throughout the antithesis: an object is an isolated, independent computer program that communicates with other programs by passing messages. This tells us nothing about how to build those isolated, independent computer programs. Particularly, there is no mandate to have mutable state anywhere. The following interface works as a messaging interface for a time-varying list:



 1 public interface MutableList<T> {
 2   void setElements(T[] elements);
 3   void appendObject(T element);
 4   void removeObject(int index) throws OutOfBoundsExceptio\
 5 n;
 6   void replaceObject(int index, T element) throws OutOfBo\
 7 undsException;
 8   int count();
 9   T at(int index);
10 };






And so does this one:



 1 public interface TemporalList<T> {
 2   void setInitialState(T[] elements);
 3   void appendObject(T element, Time when);
 4   void removeObject(int index, Time when) throws Inconsis\
 5 tentHistoryException;
 6   void replaceObject(int index, T element, Time when) thr\
 7 ows InconsistentHistoryException;
 8   void revertMostRecentChange(Time beforeNow);
 9   int count(Time when);
10   T at(int index, Time when);
11 };






In the first, time in the list’s lifespan is modeled using successive states of the computer memory. In the second, time in the list’s lifespan is modeled explicitly, and the history of the list is preserved. Or another option is to model evolution using different objects, turning time into space:



1 public interface ImmutableList<T> {
2   ImmutableList<T> addObject(T element);
3   ImmutableList<T> removeObject(int index) throws OutOfBo\
4 undsException;
5   ImmutableList<T> replaceObject(int index, T element) th\
6 rows OutOfBoundsException;
7   int count();
8   T at(int index);
9 }






Now the list looks a lot like a sort of a functional programming list. But it’s still an object. In each case, we have defined what messages the object responds to, but remembering the section on “Telling an Object What To Do”, we have not said anything about what methods exist on that object, and certainly not how they are implemented. The MutableList and TemporalList interfaces use Bertrand Meyer’s principle of Command-Query Separation, in which a message either instructs an object to do something (like add an element to a list) or asks the object for information (like the number of elements in a list) but never does both. This does not automatically imply that the commands act on local mutable state though. They could execute Datalog programs, or SQL programs, or be stored as a chain of events that is replayed when a query message is received.


In the ImmutableList interface, commands are replaced by transforms, which ask for a new list that reflects the result of applying a change to the existing list. Again, no restriction on  how you implement those transforms is stated (I could imagine building addObject() by having a new list that delegates every call to the original list, adding 1 to the result of count() and supplying its own value for at(originalCount)`; or I could just build a new list with all of the existing elements and the new element), but in this case it’s clear to see that every method can be a pure function based on the content of the object and the message parameters.


We can see that “pure function based on the content of the object and the message parameters” is the same as “pure function” more clearly by rewriting the interface in Python syntax (skipping the implementations):



 1 class ImmutableList:
 2   def addObject(this, element):
 3     pass
 4   def removeObject(this, index):
 5     pass
 6   def replaceObject(this, index, element):
 7     pass
 8   def count(this):
 9     pass
10   def at(this, index):
11     pass






It’s now easier to see that each of these methods is a pure function in its parameters, where this/self is a parameter that’s automatically prepared in other languages (or a part of the method’s environment that’s automatically closed over in others).


Nothing about message-passing says “please do not use functional programming techniques”.


An Object’s Boundary is Just a Function


The following subsections were deeply informed by the article Objects as Closures: abstract semantics of object-oriented languages which builds this view of objects much more rigorously.


The interface to an object is the collection of messages it responds to. In many cases this is backed by a collection of methods, each with the same name as the message selector that will invoke it. Not only is this the easiest thing to do, it’s also an implementation constraint in many programming languages. The Python implementation of ImmutableList above can be visualised in this table:



  
    
      	Message Selector
      	Method to Invoke
    

  
  
    
      	addObject
      	ImmutableList.addObject
    

    
      	removeObject
      	ImmutableList.removeObject
    

    
      	replaceObject
      	ImmutableList.replaceObject
    

    
      	count
      	ImmutableList.count
    

    
      	at
      	ImmutableList.at
    

  




This table can equivalently be replaced by a pure function of type Message Selector->Method to Invoke. A trivial implementation of the function would look up its input in the left column of the table and return the value it finds in the same row in the right column. An implementation of ImmutableList doesn’t need to have any methods at all, choosing functions based on the message selector:



1 class ImmutableList:
2 	def __init__(this, elements):
3 		this.elements = elements
4 	def __getattr__(this, name):
5 		if name == "count":
6 			return lambda: len(this.elements)
7 		elif name == "at":
8 			return lambda index: this.elements[index]
9 		# ...






Using this object works the same way as using an object where the methods were defined in the usual way:



1 >>> il = ImmutableList([1,2,3])
2 >>> il.count()
3 3
4 >>> il.at(0)
5 1
6 >>>






So whichever way you write out an object, its methods are functions that have access to (close over) the object’s internals, and its message interface is one such function that uses the message selector to choose what method to invoke.


Freed from the fetters of the language’s idea of where methods live, we see that the function to look up implementations from selectors can use any information available to it. If the object knows about another object, it can send the message on to the other object. Or send a different method in its place. Or it could compile a new function and use that. The important idea is that an object is a function for finding other functions.


That Function-like Boundary? Actually a closure over the constructor arguments


Our ImmutableList has a constructor method called __init__, which sets up the initial state of the object using its arguments, and then the message-finding function __getattr__ which chooses functions to respond to the messages that are sent to the object.


An equivalent way to arrange this is to have the constructor function return the message-finding function as a closure over the constructor’s arguments (and any transformation implied in “setting up the initial state of the object” can be arranged using local variables that are captured in the closure, too). So all in all, an object is a single higher-order function: a function that captures its arguments and returns a closure over those arguments that accepts messages and chooses a method to execute.



1 (constructor arguments) -> message -> (method arguments) \
2 -> method return type






Sticking with Python, and using this insight, ImmutableList is reduced to a single expression:



1 def ImmutableList(elements):
2 	return type('ImmutableList',
3 				(object,),
4 				{'__getattr__':
5 				 (lambda this, name:
6 				 (lambda: len(elements)) if name=="count"
7 				 else (lambda index: elements[index]) if name=="at"
8 				 else False)
9 				})()






By the way, this demonstrates why so many object-oriented languages don’t seem to have a type system. If “everything is an object” then even in the most stringent of type systems, everything is a function message->method, so everything has the same type, so everything type checks.


The definition of ImmutableList above does escape the “everything is an object” type scheme by ending with the phrase else False, meaning “if I didn’t find a method, return something that isn’t callable so the user gets a TypeError”. A more complete object system would have the object send itself a doesNotRespond message here, and no breaking out into Python’s usual world of computation would occur.



Capturing Elements of Reusable Design



  A pattern for increased monitoring for intellectual property theft by departing insiders





  Title of an article in the Proceedings of the 18th Conference of Pattern Languages of Programs, PLoP’11




Christopher Alexander, while evidently seminal in the field of built architecture, seems pretty lazy as architects go. Why? Because rather than design a building or even a town himself, he expects the people who will live, work, shop, play there to do that for him, and even to build its prototype.


In fact this has little to do with laziness, it’s because he believes that they are the best people to do the designing as they are the people who know best the uses to which the structre will be put and the problems it will solve. What does he know about that? Not much; what he knows is the expertise architects have gained in solving the problems that crop up in designing and constructing towns and buildings.


In A Pattern Language: Towns, Buildings and Construction, Alexander and his co-authors and reviewers sought to encapsulate that professional knowledge in a grammar that would allow a user to solve their own construction problems by taking advantage of the solutions known to work by the expert architects. Each pattern describes the problem it solves, the context in which it solves it, and the advantages and limitations of the solution. Some represent instant decisions to be made - placement of columns in a building construction - others represent experiences to be nurtured gradually - the opening of street cafes to facilitate a relaxed interaction between people and their environment. The grammar developed in A Pattern Language is additive, so each pattern develops ideas that have been introduced previously without depending on patterns that will be seen later, and there are no cyclic references. Each pattern is hyperlinked (old-school, using page numbers) to the preceding patterns it builds upon.


We could expect that, in taking inspiration from A Pattern Language, software designers and builders would create a pattern language that allowed users of computers to design and build their own software, by elucidating the problems the users are facing and expressing known approaches to solving those problems. And indeed that is exactly what happened when Kent Beck and Ward Cunningham published Using Pattern Languages for Object-Oriented Programs. The five Smalltalk UI patterns listed in that report are like a microcosm of a Human Interface Guidelines document, written for the people who will use the interface.


However, what most of us will find when looking for examples of a pattern language for software construction are the 23 patterns in the 1994 “Gang of Four” book Design Patterns: Elements of Reusable Design by Gamma, Helm, Johnson and Vlissides. Compared with the 253 architectural design patterns documented by Alexander et al., the software pattern language seems positively anaemic. Compared with practice, the situation looks even worse. Here are the three patterns that see regular use in modern development:



  	Iterator. You haven’t implemented Iterator yourself, it’s the one that programming language designers have worked out how to supply for you, via the for (element in collection) construct.

  	Singleton. You’ve only built Singleton so that you could write that blog post about why Singleton is “Considered Harmful”.

  	Abstract Factory. The butt of all jokes by people who haven’t used Java frameworks about Java frameworks.




Here’s the thing: the Gang of Four book is actually very good and the patterns are genuinely repeatable patterns that can be identified in software design and that solve common problems. But, as Brian Marick argued in Patterns Failed. Why? Should we care?, the 23 patterns discussed therein are implementation patterns, and software implementors (that’s us) don’t want repeatable patterns, we want abstraction. Don’t tell me “oh I’ve seen that before, what you do is …”, tell me “oh I’ve seen that before, here’s the npm module I wrote”.


The big winner for software reuse was not information that could be passed from one programmer to another, but information that could be passed from one lawyer to another that allowed other information to be passed from one programmer to another’s program. The free software licence (particularly, due to the conservative nature of technologists in business, the non-copyleft free software licences like the MIT or BSD) permitted some programmers to publish libraries to the CTAN and its spiritual successors, and permitted a whole lot more other programmers to incorporate those libraries into their works.


In that sense, the end situation for software reuse has been incredibly similar to the “Software ICs” that Brad Cox described, for example in “Object-Oriented Programming: An Evolutionary Approach”. He proposed that we would browse the catalogue (the npm repository) for Software ICs that look like they do what we want, compare their data sheets (the README.md or Swagger docs), then pick one and download it for integration into our applications (npm install).


Anyway, back to design patterns. Marick suggested that the way we work means that we can’t benefit from implementation patterns because we don’t rely on repeated practice in implementation. Some programmers do participate in Code Kata, a technique for instilling repeated practice in programming, but by and large we try to either incorporate an existing solution or try something new, not find existing solutions and solve this problem in similar ways.


Indeed we could vastly shrink the Gang of Four book by introducing Strategy (315), and describing all of the other problems in its terms. Abstract Factory? A Strategy (315) for creating objects. Factory Method? Same. Adapter? A Strategy (315) for choosing integration technologies. State? A Strategy (315) for dealing with time. But we don’t do that, because we think of these as different problems, so describe them in different terms and look for different solutions.


So abstraction has to stop somewhere. Particularly it has to stop by the time we’re talking to the product owners or sponsors, as we’re typically building specific software tools to support specific tasks. Built architecture has techniques for designing residences and offices and shops and hotels, rather than “buildings”. The house for a young single worker is different from the house for a retired widow, although both are residences with one occupant. So this points us, as Brian Marick concludes, to having design patterns in our software’s problem domain, telling us how domain experts address the problems they encounter. We might have good abstractions for stateful software, or desktop application widgets, or microservice-based service architecture, but we have to put them to specific ends and the people who know the field know the problems they’re trying to solve.


And indeed that is one of the modern goals of the Pattern Language of Programming conference series and the software patterns community. I expected that on first reading, the pull quote chosen for this section (“A pattern for increased monitoring for intellectual property theft by departing insiders”) would raise a few cynical laughs: “wow, the patterns folks are so far down the rabbit hole that they’re writing patterns for that?” Well, yes, they are, because it’s a problem that is encountered multiple times by multiple people and where knowledge of the common aspects of the solution can help designers. Any enterprise IT architect, CISO, or small company HR person is going to know that leavers, particularly those who left due to disagreements with management or being poached by competitors, represent increased risk of IP theft and will want a way to solve that problem. Here the pattern language shows the important dimensions of the problem, the facets of the solution and the benefits and drawbacks of the solution.


A quote from the pattern description is revealing:



  The authors are unaware of any implementation of the pattern in a production environment.




This means that while the solution does (presumably, hopefully) capture expert knowledge about the problem and how to solve it, it is not tested. The design patterns from the Beck and Cunningham paper (and Beck’s later Smalltalk Best Practice Patterns) and indeed the Gang of Four book were all based on observation of how problems had commonly been solved. There were not lots of C++ or Smalltalk programs that all had classes called AbstractFactory, but there were lots of C++ or Smalltalk programs that solved the problem “We need to create families of related or dependent objects without specifying their concrete classes”.


On the other hand, there is nobody outside of an SEI lab who has used “Increased Monitoring for Intellectual Property Theft by Departing Insiders” as their solution to, well, that. So perhaps patterns have got out of hand.



Finding a Method to Run



  Don’t go out of your way to justify stuff that’s obviously cool. Don’t ridicule ideas merely because they’re not the latest and greatest. Pick your own fashions. Don’t let someone else tell you what you should like.





  Larry Wall, Perl, the first postmodern computer language




The Perl community has a mantra TIMTOWTDI, pronounced “Tim Toady”. It stands for “There Is More Than One Way To Do It”, and reflects the design principle that the language should enable its users to write programs in the way in which they are thinking and not in the way that the language designer thought about it. Of course, TIMTOWTDI is not the only way to do it, and the Zen of Python takes a different (though not incompatible) tack:



  There should be one– and preferably only one –obvious way to do it.




So how is a method found? There is more than one way to do it. The first, and easiest to understand, is that the object has a method with the same name as the message selector, and the language assumes that when you send this message it’s because you want to invoke that method. That’s how this looks in Javascript:



1 const foo = {
2   doAThing: () => { console.log("I'm doing a thing!"); }
3 }
4 
5 foo.doAThing();






The next way is the most general, and doesn’t exist in all languages and is made difficult to use in some. The idea is to have the object itself decide what to do in response to a message. In Javascript that looks like this:



1 const foo = new Proxy({}, {
2   get: (target, prop, receiver) => (() => {
3     console.log("I'm doing my own thing!");
4   }),
5 });
6  
7 foo.doAThing();






While there are many languages that don’t have syntax for finding methods in this way, it’s actually very easy to write yourself. We saw in the section on functional programming that an object is just a function that turns a message into a method, and so any language that lets you write functions returning functions will let you write objects that work the way you want them to. This argument is also pursued in the talk Object-Oriented Programming in Functional Programming in Swift.


Almost all programming languages that have objects have a fall-through mechanism, in which an object that does not have a method matching the message selector will look by default at another object to find the method. In Javascript, fully bought into the worldview of Tim Toady, there are two ways to do this (remember that this is already the third way to find methods in Javascript). The first, classic, original recipe Javascript way, is to look at the object’s prototype:



1 function Foo() {};
2 Foo.prototype.doAThing = () => { console.log("Doing my pr\
3 ototype's thing!"); };
4 
5 new Foo().doAThing();






And the second way, which is in some other languages the only way to define a method, is to have the object look at its class:



1 class Foo {
2   doAThing() { console.log("Doing my class's thing!"); }
3 }
4 
5 new Foo().doAThing();






A little bit of honesty at the expense of clarity here: these last two are actually just different syntax for the same thing: the method ends up defined on the object’s prototype and is found there. The mental model is different, and that’s what is important.


But we can’t stop there. What if that object can’t find the method? In the prototype case, the answer is clear: it could look at its prototype, and so on, until the method is found or we run out of prototypes. To the external user of an object, it looks like the object has all of the behaviour of its prototype and the things it defines (which may be other, distinct features, or they may be replacements for things that the prototype already did). We could say that the object inherits the behaviour of its prototype.


The situation for inheritance when it comes to classes is muddier. If my object’s class doesn’t implement a method to respond to a message, where do we look next? A common approach, used in early object environments Simula and Smalltalk, and in Objective-C, Java, C#, and others, is to say that a class is a refinement of a single other class, often called the superclass, and to have instances of a class inherit the behaviour defined for instances of the superclass, and its superclass, until we run out of superclasses.


But that’s quite limiting. What if there are two different classes of object that one object can be seen as a refinement of? Or two different classes that describe distinct behaviours it would make sense for this object to inherit? Python, C++ and others allow a class to inherit from multiple other classes. When a message is sent to an object, it will look for a method implementation in its class, then in…


…and now we get confused. It could look breadth-first up the tree, considering each of its parents, then each of their parents, and so on. Or it could look depth-first, considering its first superclass, and its first superclass, and so on. If there are multiple methods that match a single selector, then which one will be found will depend on the search strategy. And of course if there are two matching methods but with different behaviour, then the presence of one may break features that depend on the behaviour of the other.


Attempts have been made to get the benefits of multiple inheritance without the confusion. Mixins represent “abstract subclasses”, which can be attached to any superclass. This turns a single-superclass inheritance system into one that’s capable of supporting a limited form of multiple inheritance, by delegating messages to the superclass and any mixins.


However, this does not address the problem that conflicts will arise if multiple mixins, or a superclass and a mixin, supply the same method. A refinement to the idea of mixins called traits introduces additional rules that avoid the conflicts. Each trait exposes the features it provides, and the features it requires, on the class into which it is mixed. If the same feature is provided by two traits, it must either be renamed in one or it is removed from both and turned into a requirement: in other words, the programmer can choose to resolve the conflict themselves by building a method that does what both of the traits need to do.


So inheritance is a great tool for code reuse, allowing one object to borrow features from another to complete its task. In “Smalltalk-80: The Language and its Implementation”, that is the justification for inheritance presented:



  Lack of intersection in class membership is a limitation on design in an object-oriented system since it does not allow any sharing between class descriptions. We might want two objects to be substantially similar, but to differ in some particular way.




Over time, inheritance came to have stronger implications on the intention of the designer. While there was always an “is-a” relationship between an instance and its class (as in: an instance of the OrderedCollection class is an OrderedCollection), there came to be a subset relationship between a class and its subclasses (as in: SmallInteger is a subclass of Number, so any instance of SmallInteger is also an instance of Number). This then evolved into a subtype relationship (as in: you have only used inheritance correctly if any program that expects an instance of a class also works correctly when given an instance of any subclass of that class) which led to the restrictions that tied object-oriented developers into knots and led to “favour composition over inheritance”: you can only get reuse through inheritance if you also conform to these other, unrelated requirements. The rules around subtypes are perfectly clear, and mathematically sound, but the premiss that a subclass must be a subtype does not need to be upheld.


Indeed there’s another assumption commonly made that implies a lot of design intent: the existence of classes. We have seen that Javascript gets on fine without classes, and when classes were added to the language they were implemented in such a way that there is really no “class-ness” at all, with classes being turned into prototypes behind the scene. But the presence of classes in the design of a system implies, well, the presence of classes: that there is some set of objects that share common features and are defined in a particular way.


But what if your object truly is a hand-crafted, artisanal one-off? Well, the class design community has a solution for that: Singleton, the design pattern that says “class of one”. But why have a class at all? At this point, it’s just additional work, when all you want is an object. Your class is now responsible for three aspects of the system’s behaviour: the object’s work, the work of making the object, and the work of making sure that there is only one of those objects. This is a less cohesive design than if you just made one object that did the work.


If it were possible (as it is in Javascript) to first make an object, then make another, similar object, then more, then notice the similarities and differences and encapsulate that knowledge in the design of a class that encompasses all of those objects, then that one-off object does not need to be anything more than an object that is designed once and used multiple times. There would be no need to make a class of all objects that are similar to that one, only to constrain class membership again to ensure that the singleton instance cannot be joined by any compatriots.


But as you’ve probably experienced, most programming languages only give you one kind of inheritance, and that is often the “single inheritance which we also assume to mean subtyping” variety. It’s easy to construct situations where multiple inheritance makes sense (a Book is both a Publication that can be catalogued and shelved and it is a Product that can be priced and sold), situations where single inheritance makes sense (a Bag has all the operations of a Set, but adding the same object twice means it’s in the Bag twice), and situations where customising a prototype makes sense (our hypothesis is that simplifying the Checkout interaction by applying a fixed shipping cost instead of letting the customer choose from a range of options will increase completion among customers attempting to check out). It’s easy to consider situations in which all three of those cases would simultaneously apply (an online bookstore could easily represent books, bags, and checkouts in a single system) so why is it difficult to model all of those in the same object system?


When it comes down to it, inheritance is just a particular way to introduce delegation - one object finding another to forward a message on to. The fact that inheritance is constrained to specific forms doesn’t stop us from delegating messages to whatever objects we like, but it does stop us from making the reasons for doing so obvious in our designs.



Building Objects



  What then is a personal computer? One would hope that it would be both a medium for containing and expressing arbitrary symbolic notions, and also a collection of useful tools for manipulating these structures, with ways to add new tools to the repertoire.





  Alan C. Kay, “A Personal Computer for Children of All Ages”




Smalltalk is both a very personal and a very live system. This affected the experience of using, building and sharing objects built in the system, which were all done in a way very different from the edit-compile-assemble-link-run workflow associated with COBOL and later languages.



  As an aside, I’m mostly using “Smalltalk” here to mean “Smalltalk-80 and later things that were derived from it without changing the experience much”. Anything that looks and feels “quite a lot like” a Smalltalk environment, such as Pharo or Squeak, is included. Things that involve a clearly more traditional workflow, like Java or Objective-C, are excluded. Where to draw the line is left intentionally ambiguous: try out GNU Smalltalk and decide whether you think it is “a Smalltalk” or not.




A Smalltalk environment is composed of two parts: the virtual machine can execute Smalltalk bytecode, and the image contains Smalltalk sources, bytecode and the definitions of classes and objects.


So the image is both personal and universal. Personal in the sense that it is unique to me, containing the objects that I have created or acquired from others. Universal in the sense that it contains the whole system: there are no private frameworks, no executables that contain the Directory Services objects but not the GUI objects, no libraries to link before I can use networking.


This makes it very easy to build things: I make the objects I need and I find and use the objects that I can already take advantage of. On the other hand, it makes sharing quite fraught: if I need to make a change to a system object for some reason, you cannot take in my changes without considering the impact that change will have on everything else in your image. If you want to add my class to your image, you have to make sure that you don’t already have a class with that name. We cannot both use the same key on the Smalltalk dictionary for different purposes.


It’s also live, in that the way you modify the image is by interacting with it. Methods are implemented as Smalltalk bytecode (though that bytecode may simply be a request to execute a “primitive method” stored on the virtual machine) by writing the method into a text field and sending a message to the compiler object asking it to compile the method. Classes are added by sending a message to an existing class, asking it to create a subclass. Objects are created by sending a new message to a class.


While there is editing, compilation and debugging, this all takes place within the image. This makes for a very rapid prototype and feedback experience: unsurprising as one vision behind Smalltalk was to let children explore the world and computers in tandem. Any change you make affects the system you are using, and its effects can be seen without rebuilding, or quitting an application to launch again. Similarly the system you are using affects the changes you are making: if an object encounters a message to which it does not respond or an assertion is not satisfied then the debugger is brought up, so you can correct your code and carry on.


The fast feedback afforded by building UIs out of the objects that represent UI widgets was used by lots of “Rapid Application Development” tools, such as NeXT’s Interface Builder, Borland’s Delphi and Microsoft’s Visual Basic. These tools otherwise took a very different position to the trade-offs described above.


While an IDE like Eclipse might be made out of Java, a Java developer using Eclipse is not writing Java that modifies the Eclipse environment, even where the Java package they are writing is an Eclipse plug-in. Instead they use the IDE to host tools that produce another program containing their code, along with references to other packages and libraries needed for the code to work. This approach is generic rather than personal (anyone with the same collection of packages and libraries can make the standalone code work without any step of integrating things into their image) and specific rather than universal (the resulting program - mistakes aside - contains only the things needed by that program).


This one key difference - that there is a “build phase” separating the thing you’re making from the thing you’re making it in - is the big distinction between the two ways of building objects, and one of the ways in which transfer of ideas in either direction remains imperfect.


Those Rapid Application Development tools with their GUI builders let you set up the UI widgets from the vendor framework and configure their properties, by working with live objects rather than writing static code to construct a UI. In practice, the limitations on being able to do so are:



  	to understand the quality of a UI you need to work with the real information and workflows the interface exposes, and that is all in the program source that’s sat around in the editor panes and code browsers, waiting to be compiled and integrated with the UI layout into the (currently dormant) application.

  	changes outside the capability of the UI editor tool cannot be reflected within it. Changing the font on a label is easily tested; writing a new text transform to be applied to the label’s contents is not.

  	the bits of a UI that you can test within a UI builder are usually well-defined by the platform’s interface guidelines anyway, so you never want to change the font on a label.




In practice, even with a UI builder you still have an edit-build-debug workflow.


A similar partial transfer of ideas can be seen in Test-Driven Development. A quick summary (obviously if you want the long version you could always buy my book) is that you create an object incrementally by thinking of the messages you want to send it, then what it should do in response, then you send those messages and record whether you get the expected responses. You probably do not, as you have not told the object how to behave yet, so you add the bit of behaviour that yields the correct response and move on to the next message, after doing a bit of tidying up.


In the world of Smalltalk, we have already seen that something unexpected happening leaves you in the debugger, where you can patch up the thing that’s broken. So the whole of the above process can be resummarised as “think of a message, type it in, hit ‘do it’, edit the source until the debugger stops showing up”, and now you have an increment of working software in your image.


In the world of Java, even though the same person wrote both the SUnit and JUnit testing tools, the process is (assuming you already have a test project with the relevant artefacts):



  	write the code to send the message.

  	appease the compiler.

  	build and run the test target.

  	use the output to guide changes, back in the editor.

  	repeat 3, 4 until the test passes.




So there’s a much longer feedback loop. That applies to any kind of feedback, from acceptance testing to correctness testing. You can’t build the thing you’re building from within itself, so there’s always a pause as you and your computer switch context.


The reason for this context switch is only partly due to technology: in 2003 when Apple introduced Xcode they made a big deal of “fix and continue”, a facility also available in Java environments amongst others: when the source code is changed, within certain limits, the associated object file can be rebuilt and injected into the running application without having to terminate and re-link it. However that is typically not how programmers think about their activities. The worldview that lends us words like “toolchain” or “pipeline” is one of sequential activities, where a program may end up “in production” but certainly doesn’t start there. People using the programs happens at the end, when the fun is over.



Conclusion to Part One


We have seen that Object-Oriented Programming is indeed, as many detractors suggest, a complex paradigm with many moving parts. We have also seen that this complexity is not essential: at its core is a single idea that a problem can be modeled as lots of distinct, interacting agents, and that each of these agents can be modeled as a small, isolated computer program. The solution to the original problem is found in the interaction between these agents, which is mediated by message passing.


Some of the incidental complexity seems to have been added by people wanting to make their mark: the proliferation in design patterns appears to have occurred because it is always easier to add a new pattern than to consolidate existing ones, however much some people might like to erase Singleton from history. Objects are not “just” decomposition and message-passing, they are that and providing access to a program’s data, or that and a hierarchy of classes.


Much of the complexity associated with objects comes from another source: trying to treat Object-Oriented Programming as much like the structured, procedural, imperative processes that came before, and maps its terminology onto the thought structures and workflows of the established ways of writing software. This is the “structured on-ramp” of this section’s introduction, in which OOP is seen as an extension to existing ideas, and programs are made “better” by adding objects in the same way that food is made “better” by sprinkling paprika on top. Thus it is that Ann Weintz could say that “A NeXT Object is simply a piece of C code” in Writing NeXT Applications. Thus object-oriented software engineering is about building complex software systems by careful, top-down analysis of the procedures (or bottom-up analysis of the data and its manipulations), while also as a side activity creating a hierarchy of classes with particular relationships.


If objects are something you do as well as writing software, then no wonder it is harder than not using the objects! OOP seems to have failed, but it may not even have been attempted.








Part Two: Thesis


Objects are Independent Programs


The thread running through a lot of different presentations is that objects are isolated computer programs that communicate by sending and receiving messages. Often, there is an and, but the second clause differs greatly. Let’s ignore it, and focus on that first clause.


For example, in Smalltalk-80 and (most of) its descendents, objects could be described as isolated computer programs that communicate by sending and receiving messages, and are instances of classes that are organised in a tree structure. The second part here, the part about classes, weakens the first part by reducing the scope of isolation. Why is it required that both the sender and recipient of a message be instances of a class, and that both classes be members of the same tree structure? It is not, so let us strengthen the idea of isolated programs by removing the constraint on inheritance.


An existing example of an OOP environment with this form of isolation is COM (yes, the Microsoft Component Object Model, that COM). When you receive an object, you know nothing about it but that it responds to the messages defined in the IUnknown interface, which let you keep a reference to the object, relinquish that reference, or find out what other interfaces it supports. It tells you nothing about where that object came from, whether it inherited from another object, or whether it has fresh, hand-crafted, artisinal implementations of each of its methods.


An inference you can make about both COM objects and Smalltalk objects is that they exist in the same process, i.e. the same blob of memory and execution context, as the thing sending them the message. Maybe they internally forward their messages over some IPC (inter-process communication) or RPC (remote procedure call) mechanism, but there is at least part of the object that needs to be in your part of the computer. If it crashes that process, or accesses memory beyond its own instance variables, that impacts the other objects around it. If a Smalltalk object hogs the CPU, other objects do not get to run.


So while Smalltalk objects approximate the “isolated computer programs” concept, the approximation is inexact. Meanwhile, on Mach, the only thing a sender knows about an object is a “port”, a number that the kernel can use to work out what object is being messaged. An object could be on a different thread, on the same thread, in a different process, or (at least in theory) on a different computer and sending it a message works in the same way. The receiver and the sender could share all of their code, inherit from a common ancestor, or be written in different programming languages and running on CPUs that store numbers in a different way, but they can still send each other a message.


Between the extreme of Smalltalk (all objects are the same sort of objects, and are related to each other) and Mach (shrug) there is the concept of the MetaObject. As the objects in a software system define how the system models some problem, the metaobjects define how the software system expresses the behaviour of its objects. The MetaObject protocol exposes messages that change the meaning of the object model inside the system.


A MetaObject protocol, in other words, lets a programmer choose different rules for their programming environment for different sections of their program. Consider method lookup, for example: in Part One we saw how any of prototypical inheritance, single inheritance and multiple inheritance have benefits and drawbacks, and each impose different constraints on the design of an object system. Why not have all of these inheritance tools - and indeed any others, and other forms of delegation - to hand at the same time? With a MetaObject protocol, that’s possible.


The Open-Closed Nature of Independent Objects


In his book Object-Oriented Software Construction, Bertrand Meyer introduced the Open-Closed Principle. This principle may be one of the most confusingly-stated ideas in all of computing, and has led to a whole subindustry of articles and podcasts explaining how a ShapeRenderer can draw Squares and Circles (of course, I have also partaken of such, and will continue here).


The Open-Closed Principle says that a module (an object, in our case) should be open to extension - it should be possible to extend its behaviour for new purposes - and yet closed to modification - you should not need to change it. This design principle comes with a cost, as you need to design your objects to support extensibility along lines that are not yet known (or at least, to make it clear which lines are or are not going to be fruitful): in return for the benefit that maintainers and users of the objects know that they are going to be stable and will not introduce breakages into a system through unexpected changes.


The nature of objects explored above, their treatment as completely independent programs, supports the Open-Closed Principle by keeping each object at arm’s length from the others. Their only point of contact is their messaging interface: even to their parent classes (remembering of course that they may not have any).


Therefore, to be open and closed, an object also needs to be ignorant: it should know as little as possible about its context. It knows what to do when it receives messages, and it knows when to send messages, but should otherwise remain uninformed as to what is happening around it. An ignorant object can be used in multiple contexts - open to extensions of its use - due to the fact that it cannot distinguish these contexts - it requires no contextual changes, thus is closed to modification.


The Correctness of Independent Objects


When each object is its own separate program, then we turn the problem of “does this big system work” into two separate problems:



  	do these independent objects work?

  	are these independent objects communicating correctly?




Each of these problems has been solved repeatedly in software engineering, and particularly in OOP. An object’s message interface makes a natural boundary between “this unit” and “everything else”, for the purposes of defining unit tests. Kent Beck’s Test-Driven Development approach sees developers designing objects from the message boundary inwards, by asking themselves what messages they would like to send to the object and what outcomes they would expect. This answers the question “do these independent objects work?” by considering each of the objects as a separate system under test.


The “London School” of TDD, exemplified by the book “Growing Object-Oriented Software, Guided by Tests” takes an extreme interpretation of the message-boundary-as-system-boundary rule, by using Mock Objects as stand-ins for all collaborators of the object under test. This object (the one being tested) needs to send a message to that object (some collaborator), but there’s no reason to know anything about that object other than that it will respond to the message. In this way, the London School promotes the ignorance described above as supporting the Open-Closed principle.


With the Eiffel programming language, Bertrand Meyer also addressed the question of whether each object works, by allowing developers to associate a contract with each class. The contract is based on work Edsger Dijkstra and others had done on using mathematical induction to prove statements about programs, using the object’s message interface as the natural outer edge of the program. The contract explains what an object requires to be true before handling a given message (the preconditions), what an object will arrange to be true after executing its method (the postconditions), and the things that will always be true when the object is not executing a method (the invariants). These contracts are then run as checks whenever the objects are used, unlike unit tests which are only executed with the inputs and outputs that the test author originally thought of.


Contracts have turned up in a limited way in the traditional software development approach in the form of Property-based testing, embodied in Haskell’s QuickCheck, Scala’s ScalaCheck and other tools. In Eiffel the contract is part of the system being constructed, and describes how an object is to be used when combined with other objects. Property-based tests encapsulate the contract as an external verifier of the object under test by using the contract as a test oracle from which any number of automated tests can be constructed. A contract might say “if you supply a list of e-mail messages, each of which has a unique identifier, this method will return a list containing the same messages, sorted by sent date and then by identifier if the dates are equal”. A property-based test might say “for all lists of e-mail messages with unique identifiers, the result of calling this method is…”. A developer may generate a hundred or a thousand tests of that form, checking for no counter-examples as part of their release pipeline.


The second part of the problem - are these independent objects communicating correctly? - can also be approached in multiple ways. It is addressed in a contract world like Eiffel by ensuring that at each point where an object sends a message to a collaborator, the preconditions for that collaborator are satisfied. For everybody else, there are integration tests.


If a “unit” test reports the behaviour of a single object, then an “integration” test is trivially any test of an assembly containing more than one object. Borrowing Brad Cox’s “Software ICs” metaphor, a unit test tells you that a chip works, an integration test tells you that a circuit works. A special case of the integration test is the system test, which integrates all of the objects needed to solve some particular problem: it tells you that the whole board does what it ought.


The Design of Independent Objects


It is appropriate to digress into a discussion of design here, because the activities of testing and design are closely related. Eric Evans’s book “Domain-Driven Design” discusses a form of what was previously called “object-oriented analysis”: finding the objects needed to solve a problem by interpreting a description of the problem. The process is straightforward. Take a description of the problem, and the things that do things are objects, the things they do are methods, and the things they tell or ask other things are messages. Evans proposes having a single “ubiquitous” language across the whole development team, so that the words used by the person who has the problem - the Goal Donor - are the same words as those used by the people building the solution. Borrowing an idea from Christopher Alexander, it is the ubiquitous language of the problem and solution domain in which one would expect to find a pattern language, as common aspects of problems become addressed in similar ways.


Behaviour-Driven Development marries the technical process of Test-Driven Development with the design concept of the ubiquitous language, by encouraging developers to collaborate with the rest of their team on defining statements of desired behaviour in the ubiquitous language and using those to drive the design and implementation of the objects in the solution domain. In that way, the statement of what the Goal Donor needs is also the statement of sufficiency and correctness - i.e. the description of the problem that needs solving is also the description of a working solution. This ends up looking tautological enough not to be surprising.


Constructing Independent Objects


The theme running through the above is that sufficiency is sufficient. When an object has been identified as part of the solution to a problem, and contributes to that solution to the extent needed (even if for now that extent is “demonstrate that a solution is viable”), then it is ready to use. There is no need to situate the object in a taxonomy of inherited classes - but if that helps to solve the problem, then by all means do it. There is no need to show that various objects demonstrate a strict subtype relationship and can be used interchangeably, unless solving your problem requires that they be used interchangeably. There is no need for an object to make its data available to the rest of the program, unless the problem can be better solved (or cheaper solved, or some other desirable property) by doing so.


I made quite a big deal above of the open-closed principle, and its suggestion that the objects we build be “open to modification”. Doesn’t that mean anticipating the ways in which a system will change and making it possible for the objects to flex in those ways?


To some extent, yes, and indeed that consideration can be valuable. If your problem is working out how much to bill snooker players for their time on the tables in your local snooker hall, then it is indeed possible that your solution will be used in the same hall on the pool tables, or in a different snooker hall. But which of those will happen first, will either happen soon? Those are questions to work with the Goal Donor and the Gold Owner (the person paying for the solution) on answering. Is it worth paying to solve this related problem now, or not?


Regardless of the answer, the fact is that the objects are still ready to go to work as soon as they address the problem you have now. And there are other ways to address related problems anyway, which don’t require “future-proofing” the object designs to anticipate the uses to which they may be put. Perhaps your SnookerTable isn’t open to the extension of representing a pool table too, but the rest of the objects in your solution can send messages to a PoolPlayer in its stead. As the variant on the Open-Closed Principle above showed, these other objects could be ignorant of the game played on the table.


Some amount of planning is always helpful, whether or not the plan turns out to be. The goal at every turn should be to understand how we get to what we now want from what we have now, not to already have that which we will probably want sometime. Maybe the easiest thing to do is to start afresh: so do that.


Working with Independent Objects


The traditional way of writing and changing software has led to Continuous Deployment, a principle of automating the “pipeline” between writing source code and deploying the production artifact in a live environment, with a goal of reducing the time taken for changes to flow through the pipeline while maintaining a high level of quality.


Environments like Pharo, SqueakJS, or even in their limited ways Swift Playgrounds and Project Jupyter show that this pipeline can be zero length, and that software can be written directly in the environment it is intended for. The result of a test failure does not need to be a log file served by Jenkins that must be pored over so a fix can be hypothesised in “local dev”, it can be an opportunity to correct the program running in the live environment and continue (or, at worst, restart) the operation that failed.


This liveness property is not restricted to Smalltalk-like environments or REPLs. Consider the Mach microkernel operating system; any server that is registered to the name server (or, in the case of the HURD, as a translator on the file system) is a “live object” that can receive messages from the rest of the system and participate in its behaviour. They are also tasks that can be inspected, debugged, changed, restarted or replaced.


A server application composed of microservices presents similar properties. The “objects” (the running instances of the services) find each other by URL: whatever service is configured to receive HTTP requests at a given route “responds” to the “messages”. Each of these services can be independently inspected, debugged, edited or replaced.


Conclusion to Part Two


When the additional complexity, and the attempts to appeal to traditional software delivery techniques, are removed, Object-Oriented Programming is an attempt to represent complicated problems through a network of small, independent programs that each model one (simpler) aspect of the problem. These programs can be independently written, verified, deployed, changed and used. They should ideally be ignorant of each other as much as possible, relying only on the knowledge that they should respond to certain messages and can send other messages to other objects.








Part Three: Synthesis


In Part Two, we saw that the core benefits of OOP can be achieved with a small number of considerations:



  	objects are independent programs, ignorant of context to the largest possible extent;

  	objects communicate by sending messages;

  	objects behave in ways described in contracts expressing their responses to messages;

  	objects can be written, changed, inspected and adapted in context.




There is no system currently available that supports all of these requirements simultaneously. Ironically, while OOP has become overcomplicated as demonstrated in Part One, it has also remained incomplete. In the final part of this book, let’s consider what such a system would look like.


Objects are Independent Programs


The easiest problem to solve is allowing developers to independently design objects without expressing constraints that inhibit the developers’ design freedoms. One way is to provide a MetaObject Protocol that allows developers to adapt the rules of a language to fit a particular context. An even easier way (both to create and to use) is to make the primitive parts of the message system available to developers, to combine as needed to fulfill their design goals.


This is easier to create because any more complex system would need these primitives anyway. It is easier to use because it allows the developers to construct solutions to problems as they encounter them, rather than trying to work out how to adapt existing rules onto the models they have for their solutions. That adaptation was one of the difficulties with using OOP we explored in Part One: if what you’ve got is Java inheritance, you need to solve your problem using Java inheritance, even if your problem doesn’t seem like it fits with Java inheritance.


The primitives needed are small in number. Here is a worked example in Python which is based on the functional programming view of objects explored in Part One.


A selector type. This is a type that can be used to name messages, and thus it must be comparable: the receiver needs to know which selector was named in a message so it can decide what to do. Python’s string type is sufficient as a selector type, though many OO languages use an interned string type (Ruby’s symbols, for example) to make comparison cheaper.


A lookup function. A way, given a message, to decide what code to run. Python already uses a function __getattr__() to do this, both for its object.attribute syntax and to implement the getattr(object, attribute) function, and conveniently that expects the attribute’s name to be a string so this works with the message selectors.


A way to send a message. This will let the object find the appropriate method implementation using its own lookup function, then execute that method with the arguments supplied in the message. It looks like this:



1 def msg_send(obj, name, *args):
2 	message_arguments = [obj]
3 	message_arguments.extend(args)
4 	return getattr(obj,name)(*message_arguments)






Notice the convention that the first argument to any message is the receiving object. This allows the object to recursively message itself, even if the method being invoked was not found on the receiver but on some delegated object that would otherwise be ignorant of the receiver.


A recursive case for message lookup. If an object does not know how to implement a given message, it can ask a different object. This is delegation. It looks like this:



1 def delegate(other, name):
2     return getattr(other, name)






A base case for message lookup. Eventually, an object will need a way to say “sorry, I was sent a message that I do not understand”. The doesNotUnderstand function provides that behaviour (in our case, raising an error), and we’ll also supply a Base type that uses doesNotUnderstand and can terminate any delegation chain.



 1 def doesNotUnderstand(obj, name):
 2     raise ValueError("object {} does not respond to selec\
 3 tor {}".format(obj, name))
 4 
 5 Base = type('Base', (), {
 6     '__getattr__': (lambda this, name:
 7         (lambda myself: myself) if name=="this"
 8         else (lambda myself: doesNotUnderstand(myself, na\
 9 me)))
10     })






Due to the message-sending convention, myself is the object that received the message, while this is the object that is handling the message on its behalf: these could be, but do not have to be, the same 


Now these 13 lines of Python (found in objective-py) are sufficient to build any form of object-oriented delegation, including the common forms of inheritance.


An object can inherit from a prototype by delegating all unknown messages to it.


A “class” is an object that implements methods on behalf of its instances. A created instance of a class contains all of its own data, but delegates all messages to the class object.


The class can have no parents (it does not delegate unknown messages), one parent (it delegates all unknown messages to a single parent class object) or multiple parents (it delegates unknown messages to any of a list of parent class objects). It can also support traits or mixins, again by adding them to the list of objects to search for method implementations in.


A class could even have a metaclass: a class object to which it delegates messages that it has received itself. That metaclass could have a metametaclass, if so desired.


Any, or multiple, of these schemes can be used within the same system, because the objects are ignorant of each other and how they are constructed. They simply know that they can use msg_send() to send each other messages, and that they can use delegate to have another object respond to messages on their behalf.


But, Python being Python, these objects all run synchronously on the same thread, in the same process. They are not truly independent programs yet.


Sticking with Python, it is easy to separate our objects out into separate processes by using a different Python interpreter for each object, via the execnet module.



  A quick, but important aside: the example here (and available at objactive-py) focuses on demonstrating the possibility of running isolated objects, and is not really appropriate for using in a real application or system. The lack of production systems based around the simple object-oriented principles described in this book is the motivation for writing the book in the first place!




Each object can live in its own module. Creating an object involves creating a new python interpreter and telling it to run this module:



1 def create_object():
2     my_module = inspect.getmodule(create_object)
3     gw = execnet.makegateway()
4     channel = gw.remote_exec(my_module)
5     return channel






When execnet runs a module, it has a special name that we can use to store the receiving channel and install the message handler. In this code, the receiver is stored in a global variable; as this is running in its own python interpreter in a separate process from the rest of our system, that “global” is in fact unique to the receiving object.



1 if __name__ == '__channelexec__':
2     global receiver
3     receiver = channel
4     channel.setcallback(handler)
5     channel.waitclose()






The handler function is our object’s message dispatch function: it inspects the message selector and decides what code to run. This can work in exactly the same way as in previous examples - in other words, it can work however we want. Once an object receives a message, it should be up to that object to decide what to do with it, and how to act in response.


An object’s behaviour can be described in a contract


While it is up to any one object to decide how it responds to messages, we need to know whether that object represents a useful addition to our system. In other words, we want to know what the object will do in response to what messages.


As seen in part two, the Eiffel language encapsulates this knowledge about an object in the form of a contract, describing the preconditions and postconditions for each method along with the invariants that hold when the object has been created and whenever it is not executing a method.


This contract is, as the language in Object-Oriented Software Construction implies, a useful design tool: describe your object in terms of the messages it receives, what it expects when it receives those messages, and what the sender can expect in return.


Eiffel also demonstrates that the contract is an effective correctness testing tool, because the assertions contained in an object’s contract can be checked whenever appropriate, whether the object is being used in a test or a production system. In principle the contract could even be used to generate tests in the style of property-based testing; what is “for all (expected input structure) -> (assertions that some properties hold of results)” other than a statement of preconditions and postconditions? In practice this integration does not yet exist.


As the contract describes what an object can do, what must be true for the object to do it, and what will be true after the object has done it, it’s also a great candidate for the position of standard documentation structure for each object. We already see in the world of HTTP APIs that the Open API Specification (formerly Swagger) is a machine and human readable description of what operations an API supports, its parameters and responses. An approach like this could easily be adopted for individual objects; after all, an object represents a model of a small, isolated computer program and so its message boundary is an API supporting particular operations.


Objects can be written, inspected, and changed in context


David West describes objects as “actors” on the computer stage, and even the meta-acting of programmers picking up the CRC card representing an object and role-playing its part in the system, explaining what data they’re using and what messages they’re sending to the other objects. Objects are fundamentally a live, interactive way of thinking about software, so they would be best supported by a live, interactive way of turning thought into software.


The Smalltalk environments, including modern ones like Pharo and Amber, demonstrate that such tools are possible. Pharo in particular features novel additionals to the developer experience, one of the bullet points on the project About page tells us that “yes, we code in the debugger”.


Distributing the software that is made with such an environment, currently, can be suboptimal. With Pharo, you either export specific classes into a package which somebody else who already has Pharo set up can use, or you write the state of your whole Pharo environment to an “image file”, and give the Pharo VM and the image file to the person who will use your software. Amber works like this too, but in the background is using the popular Bower package manager for Javascript and its “image” contains just a few classes that implement Javascript functions. Additionally, many Javascript developers do not “distribute” their software in the conventional sense, as it is either served as-needed to the browser or run by the developers themselves in a node.js service.


Such live interaction is not confined to the Smalltalk world. I am writing this section of the book using the GNU Emacs text editor, which is really an Emacs Lisp interpreter with a dynamic text-centric user interface. At any time I can type some Emacs Lisp in and evaluate it, including defining new functions or redefining existing functions. For example, given a paragraph containing:



1 (defun words () (interactive) (shell-command (concat "wc \
2 -w " buffer-file-name)))






I can move my cursor to the end of the paragraph, run the Emacs Lisp function eval-last-sexp, and then have a new function words that returns 1909, the number of words (at time of writing) in this part of the manuscript. If it didn’t do that, if I had accidentally counted characters instead of words, I could edit the function, re-evaluate it, and carry on using the fixed version. No need to quit Emacs while I re-build it, because I’m editing the code in the same environment that it runs in.


Put that all together


All of the parts explored above exist, but not in the same place. Putting these together is a significant undertaking (building message passing and delegation between objects in separate processes may only take a few source lines, design-by-contract is a judicious application of the assert() statement, but a whole interactive environment to allow live development and debugging of such a system is a much bigger undertaking. So why consider it?


Speed


When the development environment and the deployment environment are the same, developers get a higher fidelity experience which makes turnaround time on development lower, by reducing the likelihood that a change will “break in CI” (or even in production) due to differences in the environments.


The people using the software can have higher confidence too, because they know that the developer has built the thing in the same environment it will be used in. Additionally, the use of contracts in this proposed development system increases confidence, because the software is stated (and demonstrated) to work for all satisfactory inputs rather than merely a few test cases thought of by the developer.


Such fidelity is typically provided to developers at the expense of speed. Porgrammers connect over the network to a production-like server, or wait for virtual machine or container images to be constructed on their local system. This time gets added to the typical steps like compiling or linking that come from separating development and deployment, giving us time to get distracted and lose our thread of concentration while getting validation of our work so far.


Ultimately, though, the speed comes from experimentation. When development is close to deployment, it’s easier to ask questions like “what if I change this to be like that?” and to answer them. When systems are decomposed into small, isolated, independent objects, it’s easier to change or even discard and replace objects that need improvement or adaptation.


While there is value in designing by contract, there is also value in progressively adding details to an object’s contract as more properties of the system being simulated become known, and confidence in the “shape” of the objects increases. Contracts are great for documentation and for confidence in the behaviour of an object, but those benefits need not come at the expense of forcing a developer’s train of thought to call at particular stations in a prescribed order. As we saw in part one, a lot of complexity in object-oriented programming to date came from requiring that software teams consider their use cases, or their class hierarchies, or their data sharing, or other properties of the system at particular points in an “object-oriented software engineering process”.


It’s far better to say “here are the tools, use them when it makes sense”, so that the developer experience is not on rails. If that means taking time in designing the developer system so that use, construction, documentation, testing, and configuration of the thing being developed can happen in any order, then so be it.


Tailoring


Such experimentation also lends itself to adaptation. A frequent call for the industrialisation of software involves the standardisation of components and the ability for end users to plug those components together as required. Brad Cox’s Software ICs, Sal Soghoian’s AppleScript dictionaries, even the NPM repository represent approaches to designing reuse by defining the boundary between “things that are reused” and “contexts in which they are reused”.


In all of these situations, though, the distinction is arbitrary: a Software IC could implement a whole application, or the innards of a Mac app could be written in AppleScript. In a live development environment, the distinction is erased, and any part is available for extension, modification, or replacement. There is a famous story about Dan Ingalls adding smooth scrolling to a running Smalltalk system during a demo for a team from Apple Computer that included Steve Jobs. At that moment, Dan Ingalls’ Alto computer had smooth scrolling, and nobody else’s did. He didn’t need to recompile his Smalltalk machine and take the computer down to redeploy it, it just started working that way.


My assertion is that the addition of contracts to a live programming environment enables experimentation, customisation and adaptation by increasing confidence in the replacement parts. Many object-oriented programmers already design their objects to adhere to the Liskov Substitution Principle, which says (roughly) that one object can act as a replacement for another if its preconditions are at most as strict as the other object’s, and its postconditions are at least as strict.


In current environments, however, this idea of substitutability is unnecessarilycoupled to the type system and to inheritance. In the proposed system, an object’s inheritance or lack thereof is its own business, so we ask a simpler question: is this object’s contract compatible with that use of an object? If it is, then they can be swapped and we know that things will work (at least to the extent that the contract is sufficient, anyway). If it is not, then we know what will not work, and what adaptation is required to hook things up.


Propriety


“But how will we make money?” has been a rallying cry for developers who don’t want to use a new tool or technique for decades. We said we couldn’t make money when Free and Open Source software made our source code available to our users, then started running GNU/Linux servers that our users connect to so they can download our Javascript source code.


The system described here involves combining the development and deployment environments, so how could we possibly make money? Couldn’t users extract our code and run it themselves for free, or give it to their friends, or sell it to their friends?


Each object on the system is an independent program running in its own process, and its interface is the loosely-coupled abstraction of message-sending. Any particular object could be a compiled executable based on a proprietary algorithm, distributed without its source code. Or it could be running on the developer’s own server, handling messages remotely, or it could be deployed as a dApp to Ethereum or NEO. In each case the developer avoids having to deploy their source code to the end user, and while that means that the user can’t inspect or adapt the object it does not stop them from replacing it.


It is interesting to consider how the economics of software delivery might change under such a system. At the moment, paid-outright applications, regular subscription fees, and free applications with paid-for content or components are all common, as are free (zero cost) applications and components. Other models do exist: some API providers charge per-use, blockchain dApps also cost “money” (albeit indirectly via tokens) to execute the distributed functions. An app or a web service has a clear brand, visible via the defined entry point for the user (their web address, or home screen icon). How might software businesses charge for the fulfilment of a programmatic contract, or for parts of an application that are augmented by other objects or even replaced after deployment?


Security


It was mentioned in discussing the propriety of objects that each object is hidden behind the loosely-coupled message sending abstraction. Implications on the security of such a system are:



  	for an object to trust the content of a message, it must have sufficient information to make a trust decision and the confidence that the message it has received is as intended with no modifications. Using operating system IPC, the messages sent between objects are mediated by the kernel which can enforce any access restrictions.

  	“sufficient information” may include metadata that would be supplied by the messaging broker, for example information about the context of the sender or the chain of events that led to this message being sent.

  	the form in which the object receives the message does not have to be the form in which it was transmitted, for example the messaging layer could encrypt the message and add an authentication code on sending that is checked on receipt before allowing the object to handle the message. Developers who work on web applications will be familiar with this anyway, as their requests involve HTTP verbs like GET or POST and readable data like JSON, but are then sent in a compressed format over encrypted, authenticated TLS channels. There is no reason such measures need to be limited to the network edges of an application nor (as evinced with a microservices architecture) for the network edge and the physical edge of the system to be in the same place.




Multiprocessing


Computers have not been getting faster, in terms of single-task instructions per second, for a very long time. Nonetheless, they still are significantly faster than the memory from which they are loading their code and data.


This hypothesis needs verifying, but my prediction is that small, independent objects communicating via message passing are a better fit for today’s multi-core hardware architectures, as each object is a small self-contained program that should do a better job of fitting within the cache near to a CPU core than a monolithic application process.


Modern high-performance computing architectures are already massively parallel systems that run separate instances of the workload that synchronise, share data, and communicate results via message sending, typically based on the MPI standard. Many of the processor designs used in HPC are even slower in terms of instruction frequency than those used in desktop or server applications, but have many more cores in a single package and higher memory bandwidth. 


The idea of breaking down an application to separate, independent objects is compatible with the observation that we don’t need a fast program, but a fast system comprised of multiple programs. As with cloud computing architectures, such systems can get faster by scaling. We don’t necessarily need to make a faster widget if we can run tens of copies of the same widget and share the work out between them.


Usability


All of this discussion focusses on the benefits (observed or hypothesised) of the approach to writing software that has been developed in this book. We need to be realistic though, and admit that working in the way described here is untested, and is a significant departure from the way programmers currently work.


Smalltalk programmers already love their Smalltalk, but then C++ programmers love their C++ too so there isn’t a “one size fits all” solution to the happiness of programmers, even if it could be shown that for some supposed-objective property of the software construction process or the resulting software, one tool or technique had an advantage over others.


Some people may take a “better the devil you know” outlook, still others may try this way (assuming such a system even gets built!) and decide that it isn’t for them. Still others may even fall in love with the idea of working in this way, though we could find that it slows them down or makes lower quality output than their existing way of working! Experimentation and study will be needed to find out what’s working, for whom, and how it could be improved.


This could turn out to be the biggest area of innovation in the whole system. Developer experiences are typically extremely conservative. “Modern” projects use the edit-compile-link-run-debug workflow that arose to satisfy technical, not experiential, constraints decades ago. They are driven from a DEC VT-100 emulator. Weirdly that is never the interface of choice for consumer products delivered by teams staffed with designers and user experience experts.


Conclusion to Part Three


The story of this book has been one of deconstruction and reconstruction. The enormous complexity of three decades of object-oriented programming was deconstructed, to find a simple core, and an object-oriented programming experience was reconstructed around that core. The reconstruction contains all of the distinctive and important elements of the paradigm, while shedding the complexity borne of additive consultancy and capitulation to existing processes.


Importantly, this new reconstruction still takes lessons from the two schools of thought in computing, which I call the laboratory school and the library school.


The Laboratory School


The Laboratory School is the experimental approach. Go out, make a thing, adapt, refine or reject it based on your observations of how it performs. Don’t worry about making the right thing, or making the thing right, just ensure it is made. You can adapt it later.


Extreme Programming (XP) and the Lean Startup movement both exhibit influences of the laboratory school. Both schemes advocate experimentation and fast feedback. Both recommend starting small and simple - XP with its “Ya Ain’t Gonna Need It” principle and the lean startup with its “minimum viable product” - and then rapidly iterating based on feedback.


The Smalltalk style of object-oriented programming also evinces the laboratory way of thinking. Loose coupling via message sending lets programmers replace the collaborating objects in a system with other objects easily and quickly. Integrated development and deployment environments enable a style called Debugger-Driven Design: find the thing that breaks the system because you haven’t built it yet, build it, then let the system carry on with its new behaviour.


The Library School


The Library School is the research-driven approach. Understand your problem, discover the properties of a solution that appropriately addresses the problem, implement the solution with those properties.


The disciplines related to “object-oriented software engineering” show associations with the library school. While the Rational Unified Process, as one example, does promote “iterative and incremental” development, the increments tend to be additive rather than exploratory: build the walking skeleton, then design, implement and test this use case, then that use case. Add more use cases until the funding runs out. Make sure that at each step you retain your carefully-considered hierarchy of class relationships.


The “if it type checks, it works” principle in programming appears to come from the library school. A type system is a machine for constructing proofs about the software that uses types from that system. Design your software with consistent application of those types and you get theorems for free about the behaviour of the software.


Design by contract demonstrates library school thinking applied to object oriented programming. The principle characteristic of an object is not its named type, but its shape: the messages it responds to and the things it does in response to those messages. Taking the mathematical proof tools from formal methods, and applying them to the shape of objects, one ends up with the contract: a mathematical statement about the messages an object responds to and the behaviour resulting from receiving those messages.


The Labrary


There are lessons to be learned from each of these schools of thought, and rather than siding with either one, the system described here adopts details from both. Not in an additive, “let’s do all the things these people do, and add all the things these people do” way, but in a synthetic, “let’s see what ideas these people promote and how they can be combined” way. We have contracts from the library, but don’t require design by contract: they are part of a live, experimental system from the laboratory that can be added and removed at any time.


There is of course, one big problem with this environment, produced by the synthetic, “labrary” school of thought. That problem is that the environment doesn’t exist. Yet. To the Labrary!
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